Enhancing Web-Based CFD Post-Processing using
Machine Learning and Augmented Reality
G. Pullan∗, T. Chuan, D.K.T. Wong and F. Jasik
Whittle Laboratory, Department of Engineering, University of Cambridge, Cambridge, UK
Two approaches for improving web-based post-processing tools for databases of computational fluid dynamics solutions are presented. The first uses Machine Learning to
automatically classify the computational results and detect features of interest in the solutions. The second uses Augmented Reality to display three-dimensional models, on a
tablet or phone screen, so that they appear as real objects to the user.
Two examples of the application of Machine Learning are given. In the first, a convolutional neural network (CNN) is used to detect three-dimensional separations (“corner
separations”) in the exit flow field of axial compressor blades. The CNN is trained on an
artificially generated training set of two-dimensional scalar fields and shown to be accurate
when classifying either experimental or computational results. The second example is the
use of a variant of the ‘YOLO’ (You Only Look Once) CNN that can detect objects in an
image and report their position and size. The network is trained, again using artificially
generated data, to detect vortices from two-component, two-dimensional velocity fields.
The network is shown to be able to to detect the tip vortex shed by computations of the
Onera M6 wing.
A multi-user Augmented Reality ‘room’ is demonstrated that provides an interactive,
collaborative environment for the analysis of computational results. Selected geometry
or flow data can be extracted from the database and rendered in the web browser of a
device (phone or tablet) on top of a live feed from the device’s camera. The view of the
computation responds to the movement of the device, such that a team of engineers can
interrogate the solution as if they were viewing the computed results superimposed on a
real object.

I.

Introduction

Over the last decade, engineers using computational fluid dynamics as their principal design tool have
been able to execute tens, hundreds, or even thousands of simulations in a single day. This surge in the
data available for analysis is set to continue and post-processing software must provide an intuitive way of
navigating the collection of results such that an engineer can interpret the computations and make informed
design choices. The NASA CFD Vision 2030 report1 summarised the challenge: “A single engineer/scientist
must be able to conceive, create, analyze, and interpret a large ensemble of related simulations in a timecritical period.”
To manage this growth in data, visualisation software such as Tecplot Chorus2 or the FieldView Extract
database workflow3, 4 have been developed. In addition, software to automatically detect flow features using
neural networks designed for computer vision purposes has also been demonstrated: vortex detection,5, 6
shock detection.7
The present work builds on the dbslice 8, 9 open source project that adopts a web-based approach to
addressing the simulation database challenge. The user is presented with high-level descriptions of all
the simulations in the database, both input configuration parameters and also limited outputs from the
computations, with sufficient detail to allow the selection of a subset of simulations for more detailed analysis.
dbslice then plots the required results, comparing data from the selected computations on a like-for-like
basis to allow direct comparison. The process is interactive, allowing the required set of computations to be
adjusted, and the number and type of plots requested to be changed, in a frictionless manner.
∗ Reader

in Aerothermal Engineering, AIAA Senior Member

1 of 13
American Institute of Aeronautics and Astronautics

In this paper, two enhancements that can be made to web-based database visualisation environments
such as dbslice are presented:
1. Database categorisation and feature extraction using Machine Learning
Future databases are likely to routinely contain thousands of simulations. The engineer viewing the
outputs is often looking for a particular flow feature, or set of features. Machine Learning can automate
this process by assessing the computations and labelling those outputs which contain a particular
feature. An example of such a workflow is presented.
2. Collaborative visualisation using Augmented Reality
Augmented Reality is an emerging technique whereby an object can be rendered on top of the realtime camera output of a device such as a phone or tablet. The motion of the device around the
apparent object allows inspection as if the object were fixed in the real environment. In this paper, we
demonstrate the use of Augmented Reality in a web application that allows multiple users to view the
same simulation output and collaborate as if working with a physical object in front of them.

II.

The dbslice web-based visualization framework
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Figure 1. Data is arranged by Task on the server. On the client, Tasks are selected, using their Meta Data,
and then examined in detail via comparative plots

Web-based data visualisation tools, particular when dealing with a database of results, can take advantage
of the constantly evolving software ecosystem that supports web applications. The client-server model used
by dbslice is illustrated in Fig. 1. The server stores data that can be used to generate plots on the client.
It is not expected that full computational results are stored on the server, only a set of derived data from
each “Task” (e.g. cuts through the domain, averaged quantities of interest) that is commonly requested
is stored. This philosophy takes advantage of the “common plots are common” approach to reduce the
storage requirements and reduce the time taken to generate plots on the client (the derived data has been
pre-computed) at the expense of a loss of some flexibility. In addition, the layout of plots on the client can
be pre-configured, as well as adapted on the fly, so that teams become accustomed to seeing particular types
of data in a fixed format, thereby increasing the speed of data interpretation.

III.

Database classification using Machine Learning

A high-level view of a database of computational results is characterised by the geometric, aerodynamic
and computational parameters that are inputs to each computation, coupled with a selection of numerical
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metrics processed from the output of the simulations. Machine Learning offers the possibility of automated
classification of the database according to the presence of features in the flow field. The engineer can
then request views of solutions that contain a particular feature (e.g. a strong shock, or a boundary layer
separation) instead of having to search out these cases manually.
As an example, the detection of corner separations in compressors using a convolutional neural network
is demonstrated. Corner separations are a type of three-dimensional boundary layer separation that is prone
to formation in the suction-surface—endwall corner of a compressor blade row. These separations can be
detected in a number ways but are generally clearly visible as a thickening of the wake downstream of the
blade. Figure 2 shows two measured flow fields downstream of an axial compressor stator blade row, one of
which has a corner separation.

(a) Clean wake

(b) Corner separation

Figure 2. Experimental data showing compressor exit flows with and without corner separations (contours of
axial velocity)

The machine learning approach used to determine if a corner separation is present is a Convolutional
Neural Network (CNN) of the type developed for image processing and object detection. The particular
network used, shown in Fig. 3, is constructed in Python using TensorFlow10 and is based on a configuration
used to detect hand-written numbers in the ‘MNIST’ database. The CFD data is presented as a single 2-D
scalar field (axial velocity or stagnation pressure are appropriate choices for corner separation detection)
interpolated on to a uniform 28 × 28 grid (shown as the data volume on the left side of Fig. 3).
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Figure 3. Schematic of the Convolutional Neural Network (CNN) used as a corner separation classifier

Convolutional neural networks use one or more convolution ‘layers’ to process the data from the preceding
layer. The convolution process involves applying a filter of a specified size (5 × 5 is used in our CNN), but
with trainable weights, to the incoming data. The filter is scanned (convolved) across the data and the dot
product of the local input data and the filter weights is stored as the local output of the convolution. In the
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first convolution layer shown in Fig. 3, 32 filters are used so that the output is a 28 × 28 × 32 data volume
(i.e. there are 32 feature maps).
A pooling layer reduces the size of the data by, in this case, retaining only the maximum value in a local
2 × 2 square of data. This cuts our 28 × 28 × 32 data volume down to 14 × 14 × 32.
A second convolution layer uses 64 filters, each of size (5 × 5 × 32) and yields a 14 × 14 × 64 data volume.
After a second pooling layer, we now have a data volume of size 7 × 7 × 64 which we pass to two ‘fully
connected’ (FC) layers. Each element of a fully connected layer is connected, via weights, to all the data of
the preceding layer. The output of the first fully connected layer is a vector of 1024 features; the output of
the second is the two possible classifications returned by the network: clean wake or corner separation.
The values of the weights used in the network are determined by gradient-based optimization using a
large training set of compressor outlet flows with known classifications. Figure 4 shows a sample set of
artificially generated 28×28 images, both with and without corner separations. The wake shape (thickness,
angle, curvature) is parametrised, as is the size of the corner separation. The full training set contains 10,000
such images, each with a randomised set of wake and corner separation parameters. A separate set of 1,000
images, constructed using the same parametrisation scheme, is used as the testing set. After training, the
CNN is able to correctly identify the images in the test set to an accuracy of 99.9%.

Figure 4. First 24 examples from the artificially generated training set of 10,000 images, with and without
corner separations

The true test of the CNN is to provide real data as input and see if the CNN’s assessment is in agreement
with our own. Figure 5 shows the same experimental result as Fig. 2(b), along with the processed version
(cropped, coarsened and with the range adjusted) that is fed to the CNN. The CNN correctly identifies the
corner separation in this case, as indeed it does in all the experimental cases supplied, Fig. 6.
This example illustrates the utility of Machine Learning in a real classification example. The expectation
is that the database on the server would be labelled using this technique, allowing the user to filter the
database according to features present in the results. This facilitates improved navigation of the database
but also allows the user to observe connections between the simulation inputs (geometry and computational
set up) and the classified outputs.

IV.

Feature extraction using Machine Learning

In this section, we use Machine Learning to locate vortices in a 2-D plane and to report their position
and size. The network we have adopted is a ‘YOLO’11 (‘You Only Look Once’) approach whereby a single
convolutional neural network can be trained to detect multiple instances of a range of objects that may be
present within an image. YOLO has been developed to be fast enough to detect and follow moving objects
in a video stream. We have used it here as it is of the same form, though with several more layers, as the
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(a) Experimental data

(b) Processed for input to neural network

Figure 5. Processing of experimental data (cropping, coarsening and range adjustments) in preparation for
convolutional neural network

Figure 6. Results of the trained convolutional neural network with 12 examples of experimental compressor
exit flow data as input.
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basic CNN used in the corner separation classifier.
The original YOLO network11 used 24 convolution layers. We have used a ‘Tiny-YOLO’12 variant that
contains only 9 convolution layers. The YOLO approach divides the image (of size 80 × 80 in our case) into
a grid of cells (a 10 × 10 cell grid in our network). Based on the two component velocity field supplied, each
YOLO cell returns a prediction of: whether or not a vortex exists within the cell; the location of the centre
of the vortex; the extents (bounding box) of the vortex. The filter weights for the convolution layers (the
total number of filters across all 9 convolution layers is 2336) are trained on a dataset of 10,000 analytically
generated vortices.
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Figure 7. Vortex model and example velocity field from the training set

The training set is generated using the Kaufmann vortex definition. The swirl velocity, Vθ , of a Kaufmann
vortex is given by,
Γ
r
Vθ (r) =
,
2
2π rc + r2
where rc is the radius of the vortex core. The Kaufmann vortex is compared to the Ranking vortex in Fig.
7(a). The Kaufmann vortex was chosen as the lack of a sharp peak, and discontinuity in slope, of Vθ (r) is
considered more representative of a vortex in a real viscous flow. Unlike a Rankine vortex, the outer flow
(r > rc ) is not entirely irrotational. Figure 7(b) shows a sample vortex used to train the Tiny-YOLO CNN.
The vortex is not perpendicular to the plane in which the velocity vectors are shown, so that the bounding
box, which shows the limits of the vortex core, is not square. In addition, a non-zero background flow is
super-posed (constant or spatially varying). The parameters of the background flow, as well as the vortex
position, size, and angle to the plane are randomised in the training set of 10,000 vortices.
In Fig. 8, 24 vortices from a test set, not used to train the network, are shown. The contours are of
vorticity magnitude. The red bounding box is the truth, and the green box is the prediction made by the
neural network. In each case, the vortex has been detected successfully. Over a test set of 50 vortices, the
average error in the position of the vortex was 1.73 units (the images are 80 × 80 units). The fractional error
in the vortex size, as determined by the bonding box, was 21.6%.
As a representative test case, Fig. 9 shows cuts from a CFD simulation of the Onera M6 wing at five
different angles of attack. The contours are of stagnation pressure loss, the in-plane velocity field is indicated
by the vectors, and the red bounding box shows the predicted vortex location as determined by the neural
network. The wing tip vortex has been detected in each case. The discrepancy in the vertical position of
the vortex (comparing the bounding box to the velocity vectors and the peak in stagnation pressure loss)
is greater than that for the horizontal (spanwise) position. It is thought that this is due to the presence of
the wing wake and the associated lack of axi-symmetry of the vortex; parametrising this in the training set
would enable improved accuracy.
The authors appreciate that a number of processes are available for the detection of vortices13 and that
the wing-tip vortex case presented here is not a challenging one. However, the strength of the proposed
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Figure 8. Output from the YOLO vortex detection CNN on analytical vortices. Contours are of vorticity
magnitude. Red bounding boxes indicate the true vortex size; green bounding boxes are predictions.

Figure 9. Output from the YOLO vortex detection CNN on CFD simulations of the Onera M6 wing at
increasing angle of attack (from left, α=1,2,3,4,5 degees). Contours are of stagnation pressure.
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neural network approach is its flexibility to detect a range of different features, after suitable training, within
the same framework.

V.

Collaborative visualisation using Augmented Reality

The goal of computational fluid dynamics is to simulate the flow around, or through, a three-dimensional
object. Engineers are experts in interpreting the results of these simulations when presented on a twodimensional display. Augmented Reality offers the possibility of a new way to interact with our data in a
collaborative setting. Although still in its infancy, the wide accessibility of web-based Augmented Reality,
via a phone or tablet, means the barrier to entry is low: no specialist equipment is required.
A potential scenario is a design team discussing a new aerodynamic component. Each engineer’s Augmented Reality enabled device (currently a phone or tablet is the most likely) renders a view of the component, as if it were sitting on the table in front of them. Each person can inspect the flow around the
object by either rotating the object or by moving their device to obtain a new view. This process allows
the discussion to become more “hands-on” and interactive than a standard presentation, and it is suggested
that this will stimulate a greater involvement and creativity from the assembled group.

CLIENT 1

CLIENT 2

html page

html page

mesh controller

mesh controller

network controller

network controller

SERVER
AR room network
mesh data

Figure 10. Framework for collaborative web-based Augmented Reality visualization

The Augmented Reality (AR) functionality that we have added to dbslice uses the A-Frame14 web
framework that, although initiated by Mozilla, is now a separate open source project. We use the ar.js15
library to drive the AR functionality with the rendering provided by three.js16 (the same webGL-based
library that renders surfaces in dbslice). To connect multiple users to one AR ‘room’, we use the NetworkedAframe17 framework with WebSockets for communication between the devices and the server.
Figure 10 shows two clients (devices), each connected to the server. On each client, the mesh controller
provides the 3-D surfaces (meshes), and information on their rotation and scaling, to the html page for
display in the client’s web browser. The network controller passes instructions, such as changes in mesh
rotation, to the mesh controller. The network controller communicates, via the WebSocket protocol, with
the server and hence to the other client(s) that have entered the same AR room. Using Networked-Aframe,
the server maintains a separate private virtual network for every room that is currently in use. The data
that can be rendered are stored on the server in PRWM (packed raw webGL model) files. These are readyto-render buffers that require no processing (no looping over vertices, for example) by the client and enable
rapid display.
Figure 11 shows an example of how a CFD solution can be displayed using Augmented Reality. In this
case, we use a specific “marker”, printed on a piece of paper, as an anchor point for the rendering. When
the web app is started, the device (phone or tablet) shows the real-time view from the device’s camera.
When the marker is detected, the CFD simulation results are rendered to the screen, using the marker as the
anchor point of the coordinate system. The device can then be moved around the apparent CFD result, to
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(a) AR “marker” printed on paper

(b) Screenshot of CFD render

Figure 11. Using Augmented Reality, in a web browser, to display results from a turbomachinery CFD
simulation. By moving the device (phone or tablet) the user can inspect the solution from any angle, and
zoom in as desired.

inspect all of the rendered surfaces or zoom in for more detail. When two or more such devices are connected
to the AR room, multiple engineers can inspect and analyse the computation; as long as each user has their
own marker, the engineers do not need to be in the same physical room. When a user rotates or scales the
object, the same transformations are replicated on the screens of the other users.
The Augmented Reality functionality provided here is a proof of concept to allow the potential future
impact of this technology to be assessed. Standards for the web-based deployment of AR, called webXR,
are currently in development, with Google (‘ARcore’) and Apple (‘ARkit’) developing their own frameworks
that can operate in conjunction with webXR. We envisage that future web-based AR will be based on these
libraries and frameworks, rather than those used in our demonstration, and that improved functionality such
as removing the need for AR markers, will continue to enhance the user experience.

VI.

Application: A compressor stator design study

In this section, we present an example use case of web-based exploration of a database of computational
results, enhanced by both Machine Learning and Augmented Reality. The application is a design study of
an axial compressor stator blade and is available at http://www.dbslice.org/demos. 590 3-row (rotorstator-rotor) steady computations have been performed using the Turbostream18 flow solver. Figure 12(a)
shows a screenshot of the dbslice overview ‘dashboard’ of the database. The user is able to select particular
computations for further investigation by clicking on one or more bars of the geometrical parameters that
were used as inputs to the design the stator (lean type, number of stators) or by changing the range of
interest in the histogram of stator loss (a metric derived from the outputs of the computations). In addition,
the Machine Learning corner separation classifier has been run on each of the predicted stator flow fields
and this enables the user to select designs with clean wakes, hub corner separation only, or both hub and
casing corner separations (no designs were classified as having only casing corner separations).
As the user filters the database using the options displayed in Fig. 12(a), the bars, histogram and scatter
plots of pressure ratio and stator loss, interactively update to show only those computations that remain
in the selection. As an example, in Fig. 12(b) the user has requested only those computations that the
classifier judges have clean stator wakes (no corner separations); 125 of the 590 designs are in this category.
The updated dashboard shows immediately that all of the clean wake designs have the ‘lean 1’ or ‘lean 2’
design philosophies, but that clean wake designs are not sensitive to the number of stators in the blade row.
Once a selection of computations has been made, stator exit contour plots of stagnation pressure loss
coefficient can be obtained by clicking on the ‘Plot Selected Tasks’ button. In Fig. 13(a), the first 18
results, of the 125 classified as having a ‘clean wake’, are shown. In Fig. 13(b), the first 18 of the 281 ‘hub
separation’ results are plotted. Inspections of the results of the classifier reveal that all of the ‘clean wake’
cases have no corner separations. The first ‘hub separation’ result also exhibits a casing corner separation,
but the remaining 280 cases have a hub separation only. This provides the user with further evidence that
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(a) Full database - 590 simulations

(b) Clean wake results selected - 125 simulations
Figure 12. Screenshots showing the interactive overview of the database of stator designs
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(a) ‘Clean wake’ cases

(b) ‘Hub separation’ cases
Figure 13. Screenshots showing stagnation pressure loss coefficient at stator outlet, as classified by the convolutional neural network
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the ‘lean 1’ and ‘lean 2’ design options represent a successful strategy.

(a) ‘lean 7’ computation - corner separations present

(b) ‘lean 1’ computation -no corner separtion

Figure 14. Screenshots of the Augmented Reality display of the stator blade (coloured by pressure) and stator
exit plane (coloured by stagnation pressure)

Finally, two designs are selected for viewing in Augmented Reality, Fig. 14. The blade surface and hub
are coloured by static pressure coefficient and the stator exit plane, coloured by stator stagnation pressure
loss coefficient, is also shown. Figure 14(a) is an example of a ‘lean 7’ design (suction surface makes an acute
angle to the endwall) and the corner separations are clear. Figure 14(b) is a ‘lean 1’ computation (pressure
surface makes an acute angle to the endwall) and here the wake is clean, as detected by the classifier. The
user can inspect the blades interactively, in 3-D, and invite colleagues to join him or her in the ‘AR room’,
to do the same.

VII.

Conclusions

The web-based exploration of a database of computational results has been enhanced by the adoption of
classification and feature detection using Machine Learning, and 3-D interactive display using Augmented
Reality. The following have been demonstrated:
1. A classifier, using a convolutional neural network, has been implemented for the detection of corner
separations in axial compressor blades. The classifier takes a 2-D plane of a single scalar (stagnation
pressure or axial velocity) and classifies the flow as either a ‘clean wake’ or a ‘corner separation’. The
network was trained on a set of artificially generated blade exit flow fields and is shown to be able to
detect corner separations in both experimental and computational results.
2. An object detection process, a variant of the ‘YOLO’ convolutional neural network, has been trained
to detect vortices using 2-component velocity field data in a 2-D plane. The network was trained
using artificially generated vortices and demonstrated on the wing-tip vortices of the Onera M6 wing
computational test case.
3. A multi-user web-based Augmented Reality ‘room’ has been developed to allow users to inspect 3-D
geometry as if it were on the table in front of them. Different users (on different devices) and in
different physical locations can see the same object, and rotations and scaling are synchronised.
To illustrate the potential insight that an engineer may obtain from interrogating a computational database
using these techniques, results from an axial compressor design study (590 computations) are presented.
The classifier is used to segment the results into those containing a clean wake, a hub corner separation, or
separations at both endwalls. The efficacy of a particular geometric design approach, lean, on controlling
corner separations is immediately illustrated by the web-based database visualisation. It is then possible to
select particular designs and view them in an Augmented Reality room as an aid to understanding the blade
shapes and resulting flow fields.
As databases of computational results become larger, automated classification and feature detection
similar to that demonstrated here will be an important tool of the design engineer. Web-based Augmented
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Reality, still in its infancy, is currently being codified into a standard which will allow future applications,
with improved portability and functionality, to be developed.
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